Problem Set #1

Geog 2000: Introduction to Geographic Statistics
Instructor: Dr. Paul C. Sutton
Due Tuesday Week #3 in Lab
Instructions:  

There are three parts to this problem set: 1) Do it by Hand Exercises (#’s 1 – 7). Do these with a calculator or by hand. Draw your figures by hand. Write out your answers by either digitally or by hand. Start your answer to each numbered question on a new page. Make it easy for me to grade.  2) Computer exercises (#’s 8-13). Use the computer to generate the graphics and paste them into a digital version of this assignment while leaving room for you to digitally or hand write your responses if you so wish. 3) ‘How to Lie with Statistics’ Essay(s) (#’s 14-17). For this section prepare a typed paragraph answering each question. Do not send me digital versions of your answers. I want paper copies because that is the easiest way for me to spill coffee on your assignments when I am grading them. All of the questions on these four problem sets will resemble many of the questions on the three exams. Consequently it behooves you to truly understand – ON YOUR OWN – how to do these problems. I am fine with you working with other students on these problem sets but my exams will punish those who free ride the comprehension of the material in these problem sets. 


[image: image1.emf]
Do it By Hand Exercises (i.e. Don’t Use A Computer)

#1) Strange Numbers from What or Why or Where or How?

Consider the following set of numbers that are observations of some random process or phenomena: (BTW  N = 16)
0, 0, 0, 0, 1, 1, 1, 2, 2, 3, 4, 4, 5, 8, 14, 41

A) Calculate and/or identify the mean, median, mode, range, inter-quartile range, maximum, Shortest half, outliers, and minimum of these numbers.

Mean:                                     Median:                               Mode:
Range:                                    Inter-quartile Range:
        Shortest Half:
Maximum:                              Minimum:

        Outliers:
B) Draw a histogram, a box-plot, and a stem-and-leaf plot for these numbers. Explain how the Stem and Leaf plot does not really improve on the histogram with respect to characterizing these numbers in this particular example but might in another dataset.
C) Write a short 2-4 sentence explanation for each of the following random processes as to why each of them do or do not represent a reasonable and probable manifestation of the measurements represented by these numbers. ( I expect answers to vary ()
1) The number of sexual partners of a 16 randomly selected 20 year old men in New York City in 1995.

2) The number of corporate logos (e.g. the McDonald’s ‘M’, The Nike ‘Swoosh’, British Petroleum’s ‘BP’) recognized from a presentation of 1000 logos to a randomly selected set of 16 sixth grade students from Boston MA.
3) The length in inches of Trout caught in a Fishing Derby in Lake Tahoe CA.

4) The actual Fertility rate (the number of live births) of 16 randomly selected American Women of the age of 50 in 2007 (Actual TFR then was 2.05).

5) The net worth (in millions of dollars) of sixteen people who paid $50 to have their photograph taken at the top of a ski lift in Aspen Colorado in 2001.

#2) Fuzzy Dice from Hell and their Probability Density Functions
Assume you have two tetrahedrally shaped dice (i.e. four sided) on which are printed a 1, 2, 3, and  4 on each side. Also assume that the dice are ‘fair’ (i.e. equal probability of 1-4 showing up [in this case face down] when they are rolled). 

A)
1) What is the average result you would expect from the ‘sum’ value of the rolling of these two dice?

2) What is the range of possible outcomes from the sum of the rolling of these two dice?

3) What is a more likely outcome of the sum of  a single roll of these two dice:       Sum of Dice = 2 or Sum of Dice = 5?   Explain.

B) Draw a probability distribution function (actually since this is a discrete distribution it is more accurately referred to as a probability mass function – which should look a lot like a histogram or bar chart), that characterizes the probability of each of the possible sums of the values of the face down value of these two dice. 

C) Suppose your roommate suggests to you that she will engage you in a game of chance with these two die. If she rolls a score of three or less (where the ‘score’ is the sum of the two dice) you pay her 10 dollars. If she rolls any score greater than three she pays you three dollars. Your roommate will roll the die 100 times and payments will be made for each roll of the dice. 1) Are you wise to play this game of chance?  2) If you did choose to play this game of chance how much would you expect to win or lose assuming this ‘game of chance’ worked out perfectly randomly (which these things rarely do)?

D) Suppose you try to cheat on your roommate by sneaking in a ‘bogus’ die with ‘twos’ on every side. Did you improve your odds of winning? Explain.
E) What is the average value of the roll of one of these four sided die? How might you do financially if you suggested to your roommate that she roll a SINGLE four sided die and you pay her $100 dollars every time she rolled the average value and you collected a mere twenty five cents every time she did not? Explain.

#3) The odds and oddity of heirs

Assume that the probability of having a baby boy or a baby girl are equal and 50%.

Assume a woman has two children. What are her chances of having at least one female child? Explain.

#4) Sometimes it is easier to think about what couldn’t happen.

Assume you have been randomly selected from thousands of college age students to participate in an ‘American Idol’ competition. Also assume that there is an equal probability of all of  these college age students having a birthday on any day of the year (No Leap Years – we’re not going there – e.g. 1 in 365 days of the year). 
A) How many students would have to be selected for which the probability of you having the same birthday as one of the other contestants would be a 50% chance? (Note: You can use a calculator or spreadsheet for this question – it does involve significant sequential arithmetic).

B) Assume the song you have decided to perform for this ‘American Idol’ competition is “Blue Valentines” by Tom Waits – What are the odds that out of 1,000 other contestants one or more of them would choose the same song? 

C) Characterize the probabilistic approach you took to parts ‘A’ and ‘B’ of this 

Question as classical, relative frequency, monte carlo, or subjective. Explain.
#5) Conditional Probability can be REALLY tough to recognize: “Let’s Make a Deal”.
Monte Hall (and I think now Drew Carey) hosted (and Drew Carey now hosts) a famous game show called “Let’s Make a Deal”. A classic statistical problem is associated with a challenge in this show involving “The infamous Door #3” or whatever door comes into play. Assume you are a contestant on this show. Assume the producers of the show etc. are not messing around with you. Here is your situation:  Monte Hall (now Drew Carey) presents you with three doors that obscure potential prizes. The prizes are: $1,000,000; an old Goat, and a young Sheep. Assume, (which I think is a safe bet), you want the million bucks. Monte Hall tells you to pick a door: “ Door #1?, Door #2? Or,…Door #3”. You pick ‘Door #2’. Now… (Monte Hall WILL do This no matter what door you initially choose) Monte Hall says – “Are You Sure you want to Stay with Door #2?” – And then he reveals to you the Goat or Sheep behind Door #1 or Door #3. And Monte Hall now gives you this option: “Do you want to stay with Door #2 OR Do you want to switch to the door I have not revealed to you” . It’s up to you. Should you switch or should you stick with your first choice?  Remember this: Monte Hall WILL challenge you with this option of switching regardless of what your initial choice was. Is he doing you a favor by giving you this choice from a statistical perspective or is this merely a 50 – 50 choice on your part? What should you do: Switch or Stick or does it not matter? Explain using what you have learned about probability. 
#6) Probabilistic Approaches

 Define and provide and example of each of the following approaches to Probability:
A) Classical

B) Relative Frequency

C) Subjective

D) Monte Carlo

#7) Will the Real Independent Random Variable Please step forward?

       What does it mean for observations of a random variable to be ‘Independent’?

       Provide an example of independent observations and an example in which 

       Observations are not independent. Why is geography (and especially spatial

        Analyses) often criticized for using regular statistics on non-independent

        Measurements? 

Computer Problems (use JMP and/or Excel for these exercises)
The Bell Curve (aka The Normal Distribution) is but one of many, many different kinds of random number distributions. The JMP software package allows you to generate sets of ‘observations’ from a large number of different kinds of random number distributions. Some distributions have ‘parameters’. The meaning and interpretation of these parameters is not always the same. For example, the Normal distribution has two parameters: The mean (usually symbolized as: µ), and the standard deviation (usually symbolized as: σ). The mean is a measure of the central tendency of the normal distribution and the standard deviation is a measure of the spread, or, variability of the numbers around the mean. The Normal distribution is fairly good at characterizing many random variables. For example, consider the distribution of the height of 25 year old men in the state of Colorado. Let’s assume that is can be characterized by a Normal distribution with a mean of 70 inches (5’ 10”) and a standard deviation of 3 inches. We can ask JMP to artificially sample from a N(70,3) (read as Normal distribution with mean of 70 and standard deviation 3) distribution. In JMP open a new table, add 2000 rows (we’ll take a sample of 2000) and double click on the column and click on Edit Formula (we’ll do this in lab too) and choose ‘Random’ then choose ‘Normal’. Add the 70 and the 3 to the box, check apply, and bam! – You have 2000 numbers in your table drawn from a Random N(70, 3) distribution. Use the Analysis tool to make a histogram and get descriptive statistics.
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Figure 1: Histogram of 2000 randomly generated points from a N(70, 3) distribution
So here is a histogram of the randomly generated numbers from a N(70, 3) distribution. Use the ‘?’ tool (which is the help system of JMP) to find out what all these diagrams, and numbers are. There is a box and whiskers chart, a shortest half (the red figure), and a whole bunch more. Make sure you know how to use this ‘?’ tool. It is very cool. In fact make sure you can find the figure pasted onto the next page in the JMP help system. This is a very good way to learn both how to use the software, and how to interpret the statistical output of the software. 
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Figure 2: JMP Help system explanation of figures in the Histogram function

Find the above figure in the JMP help system. Now, we’ll generate another 2000 observations from a Normal distribution with different parameters. Assume a coke can is 7 inches tall. The variability of the size of a coke can will be much smaller (relatively and actually) than the variability of the heights of 25 year old men living in Colorado. So do the same thing again by creating a new column, editing its formula etc. but this time generate your numbers from a N(7, 0.03) distribution (e.g. very little spread about the mean). Plot the histogram. Compare the two datasets – Both of them are from a Normal Distribution but have different ‘parameters’ for the Mean and Standard Deviation.
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Figure 3: Histogram of 2000 randomly generated points from a N(7, 0.03) distribution

Note the numerical scale across the bottom. All the points fall within 0.06 inches around 7 whereas for the first generation from N(70, 3) all the points were within 20 inches around 70. Both are Normal distributions but clearly the heights of coke cans are much less variable than the heights of 25 year old men living in Colorado. Your computer exercises for this problem set are to prepare a one page summary for each of the following distributions: Uniform, Binomial, Exponential, Poisson, and Chi-Square. (Note the Chi-Square is not in the ‘Random’ part of the formula editor but in the ‘Statistical’ part). Google each distribution to find out a little bit about it: How many parameters does it have? How are the parameters interpreted? Is this a discrete or a continuous distribution. What kinds of phenomena are best represented by this kind of distribution?
Generate two histograms for each distribution using different parameters. Tell me a one page story about each distribution with these figures and your interpretation based on your research. Definitely answer the italicized questions above in this story.  

This is the essence of the assignment:
#8) Generate two Normal distributions identical to those described above and
        Create a single column with all of the observations (e.g. 2000 from N(70,3) and 2000 from a N(7, 0.03). Plot them all on one histogram. What do you see?

#9) One page Summary of the Uniform Distribution

#10) One Page Summary of the Binomial Distribution

#11) One Page Summary of the Exponential Distribution

#12) One Page Summary of the Poisson Distribution

#13) One Page Summary of the Chi-Square Distribution

How to Lie With Statistics Question

#14) Write a 4 to 7 sentence summary of Chapter 1: The Sample with built in Bias
#15) Write a 4 to 7 sentence summary of Chapter 2: The well chosen average

#16) Write a 4 to 7 sentence summary of Chapter 3: The little figures that are not there
#17) An apochryphal story about the department of Geography at the University of North Carolina (UNC) is that their undergraduate geography majors earn more money than the geography graduates of any other university in the country. It just so happens that Michael Jordan (an extremely well paid basketball player) got his degree from UNC in geography in 1986. Would Darrell Huff describe this as ‘Lying With Statistics’? If so, what category of your above essays would this ‘lie’ fall under. Explain.
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